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History of the method

Functional magnetic resonance imaging (fMRI) celebrated its 20th birthday in 2012
(Kwong et al., 1992; Ogawa, Tank, et al., 1992). In this time it has become the most
widely-used technique for non-invasively investigating human brain activity in vivo1. The
first publications showing noninvasive measurement of human brain activity were preceded
by more than 100 years of observation and research. In 1890, the physiologists Roy and
Sherrington demonstrated that brain volume increased when the peripheral nerves of ani-
mals were electrically stimulated, leading them to posit “... the existence of an automatic
mechanism by which the blood-supply of any part of the cerebral tissue is varied in ac-
cordance with the activity of the chemical changes which underlie the functional action of
that part.” (Roy & Sherrington, 1890, p. 105). Another key observation was published
by Pauling and Coryell (1936) in 1936 — that hemoglobin, the molecule in our blood that
transports oxygen, has different magnetic properties depending on whether it is bound to
oxygen (oxyhemoglobin — Hb) or not (deoxyhemoglobin — dHb). Hb is magnetically neu-
tral, while dHb is paramagnetic, meaning that it has weak magnetic properties and will
be attracted to a magnetic field. Work in chemistry and physics led to the development
of the nuclear magnetic resonance (NMR) technique in the 1970s, which led soon after to
the MRI, which uses strong magnetic fields, for in vivo medical imaging. Ogawa, Lee, Kay,
and Tank (1990) published work showing that a particular type of MRI image, called T2*-
weighted, was sensitive to the amount of oxygen in the brain. Blood vessels in the brains of
rats breathing room air appeared much darker in the MRI images than when the rats were
breathing purse oxygen. This provided a potential intrinsic contrast mechanism - a change
in MRI signal sensitive to blood oxygenation. This work led to the publication in 1992 of
three papers demonstrating the use of this intrinsic contrast to measure brain activation
in humans (Bandettini, Wong, Hinks, Tikofsky, & Hyde, 1992; Kwong et al., 1992; Ogawa,
Tank, et al., 1992). Together these three papers opened the door to a means of viewing

1Searches were conducted on PubMed on February 14, 2012, using the search terms fMRI, EEG, ERP,
MEG, and positron emission tomography (since “PET” has multiple meanings including domestic animals
and a type of plastic), restricting the publication date to the year 2011. The annual number of peer-reviewed,
scientific publications mentioning fMRI in 2011 was 24,757, exceeding the combined number of publications
referring to EEG (4939)/ERP (3911), MEG (470), or PET (4705).
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brain activity in living humans at a spatial resolution of a few millimeters, using hardware
that was widely available in most hospitals.

What is looked at and measured

The nature of the fMRI signal

The above description of fMRI highlights two important considerations regarding the
technique. First of all, we are not measuring neural activity directly — fMRI is sensitive
to changes in the amount of oxygen in the blood. Indeed, the fMRI signal is commonly
referred to as the BOLD — blood oxygenation level dependent — signal. Increases in
BOLD signal in fMRI studies are often reported as “activation”, but this is an inference
based on an indirect measure. Thus it is important to understand how such changes in
blood oxygenation are related to changes in neural electrical activity. We will discuss this
below. Secondly, note that Ogawa, Lee, et al. (1990) found that a decrease in the Hb:dHb
ratio (i.e., a net increase in dHb) was associated with a drop in signal. Given that as neural
activity increases, the energy demands of the active neurons also increases, we would expect
increased oxygen consumption and thus a lowered Hb:dHb ratio in active brain areas —
meaning that we should see a drop in fMRI BOLD signal in active areas. Yet fMRI studies
always report an increase in BOLD signal in active brain areas.

The reason for the second part of the puzzle posed above — why BOLD signal in-
creases even though oxygen consumption should increase in active neural tissue — was
solved first. Malonek and Grinvald (1996) used optical imaging, which can separately mea-
sure level of Hb and dHB. They found that when the occipital lobes of cats were stimulated
by visual input, the expected increase in dHB occurred very quickly, reflecting increased
oxygen consumption. However, soon after this there was a large flood of oxygenated blood
delivered to the active area, which covered a larger area than the initial increase in dHb.
Malonek and Grinvald described this phenomenon as “watering the entire garden for the
sake of one thirsty flower” (Malonek & Grinvald, 1996, p. 554). In other words, the in-
crease in BOLD signal is due to the fact that neural activity leads to the delivery of much
more oxygenated blood than is needed, to an area greater than that containing the neurons
whose activity increased. We now know that this mechanism involves a complex cascade
of biochemical events mediated by astrocytes (a type of glial cell that exist in the brain
alongside neurons)(Magistretti & Pellerin, 1999; Takano et al., 2006).

It is critical to keep this in mind, because it imposes certain limits on the inferences
we can make from fMRI data. Firstly, as noted we are not measuring neural activity, we
are measuring blood oxygenation. Secondly, this relationship is mediated by a number of
intermediate steps. Thus the timing of the fMRI BOLD response (or even the relative
timing of the response between different brain areas) may not be reflective of the actual
time course of neural activity. Indeed, it should be noted that the time course of the BOLD
response is very sluggish compared to more direct measures of brain electrical activity such
as EEG/ERP or MEG: in response to a transient stimulus (such as a brief presentation of a
single word) the BOLD response takes approximately 2 sec to start to rise after stimulation,
6–8 sec to peak, and does not return to baseline until 12–20 sec after stimulation. The
timecourse of the BOLD response to a brief transient event is called the hemodynamic
response function or HRF, and is shown in Figure 7.1. Thirdly, the magnitude of the fMRI
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Figure 1 . Model of the hemodynamic response function, based on Glover (1999).
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BOLD response in different brain areas may be mediated not only by the level of neural
activity, but by these intermediate physiological pathways. Thus it may be inaccurate to
conclude that one brain area was “more active” than another in a particular condition. On
the other hand, we would expect within a brain area that the relative timing and magnitude
of BOLD signal between conditions would be informative.

As noted, it is also important to understand exactly how changes in neural activity
mediate the BOLD response. Work by Logothetis, Pauls, Augath, Trinath, and Oeltermann
(2001), combining fMRI with direct electrical recordings in the brains of monkeys, gave us
our first insights into this. Logothetis et al. found that BOLD signal was most strongly
related to local field potentials — the slow, aggregate changes in electrical potential of all the
neurons within a local area of the brain — rather than to action potentials. Since local field
potentials reflect the input to a brain area from other neurons, while action potentials reflect
the output of the neurons in a region, this finding suggested that fMRI is more sensitive to
the input that a brain area receives rather than the output of whatever processing it does.
Interestingly, EEG/ERP and MEG are primarily sensitive to the same changes in brain
activity, giving hope to the possibility that the combination of these different measures of
brain activity would be informative.

What do we get out of the MRI scanner?

While different studies have different requirements, each fMRI run normally takes
about 5 minutes (though these can range from 4–20 min or longer), during which time a
large number of samples, or scans of the brain, are acquired. Each sample is a 3 dimensional
brain volume, which is composed of a series 2 dimensional slices through the brain. Each
slice is commonly 3–4 mm thick, and is in turn composed of a 2 dimensional matrix of voxels
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(volume pixels) — typically a 64×64 voxel matrix, with each voxel being 3–4 mm along
each dimension. It is not uncommon for the voxels to be thicker than their within-slice
dimensions, because each slice takes a certain amount of time to acquire. Thus researchers
may choose to collect fewer, thicker slices in the interests of acquiring the images at a faster
rate. However, most modern fMRI hardware is capable of acquiring a volume consisting
of 3×3×3 mm voxels covering the whole brain every 2 sec (the temporal sampling rate is
commonly referred to as TR or repetition time). Thus at the end of an fMRI scan a file
is produced that has 4 dimensions — the 3 spatial dimensions plus time. Figure 7.2 shows
the spatial and temporal dimensions of a sample fMRI scan.

Although researchers continually attempt to push the limits of fMRI’s spatial or tem-
poral resolution (or both), the parameters described are common at present for principled
reasons. For one, the ratio of signal to noise (SNR) in each voxel is proportional to its
volume. If we assume that the amount of noise in each measurement is fixed (determined
by the scanner and the acquisition parameters), then as we increase the volume of a voxel,
we should increase the SNR because we will capture signal from more tissue. Thus while
we would like to be as precise in our localization as possible, our sensitivity to changes
in activation decreases if we push the spatial resolution too far. On the other hand, the
acquisition parameters described here are by no means absolute limits. For one thing, the
strength of the magnetic field of the MRI scanner in part determines SNR. While 1.5 Tesla
(T — a measure of magnetic field strength) scanners were the standard when fMRI was
first performed, currently 3 T scanners are very common, and increasing numbers of 7 and
even 9 T human MRI systems are being installed. These systems allow much higher spatial
resolution — down to 1 mm or less. Such high resolution scans can yield information that
is lost at lower resolution. However, higher-field MRI scanners come with greater technical
challenges and costs, which may not be necessary or worthwhile to address many research
questions. Many research questions concern the activity of relatively large areas of the brain
and thus do not necessarily require higher spatial resolution.

In the time domain, the BOLD response is so sluggish that a 2 sec sampling rate is
generally sufficient to address most questions that a researcher interested in the cognitive
neuroscience of language (or most other tasks) might ask. However, since differences in
the timing within a brain area between conditions may be informative, higher temporal
resolution may be beneficial in some cases. As well, since statistical power increases with
the number of data points obtained, increasing the sampling rate for a scan of a set duration
may yield more robust statistical results. However, it is important to understand that
“more” spatial or temporal resolution is not always better, and the trade-offs that have to
made to get these gains in resolution may not be worth the cost.

Another important thing to keep in mind is that in addition to the fMRI scans, re-
searchers will typically want to acquire a structural MRI scan. The low-resolution fMRI
scans are not optimized to distinguish between grey matter, white matter, and other ma-
terials, so it is typically difficult to identify particular anatomical structures in an fMRI
scan. As well, as we will see below anatomical scans are useful in mapping the activations
of individuals to a common space. An anatomical MRI scan with 1×1× 1 mm resolution
(typically with what is referred to as T1 weighting — in contrast to the T2* weighting of
fMRI images) typically only takes a few minutes to acquire.
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Figure 2 . An example fMRI image. The top left panel shows a single axial slice from a
single time point of a T2*-weighted fMRI scan; the front of the head is at the top of the
image and the back of the head is at the bottom. The left side of the brain is shown on the
right side of the image; this is a typical convention in medical imaging. The image is a 64
×64 matrix of values (voxels); each voxel is 3.75 × 3.75 mm. The top right panel shows the
the scan in the saggital (side) view, with the front of the head to the right of the image.
For reference, the blue crosshairs indicate the same point in the brain (in the left inferior
frontal gyrus) in the two image views. In this study, 23 axial slices were acquired; each slice
was 5 mm thick. The bottom panel shows the time course of the signal over the course of
the run, in the voxel marked with the crosshairs. These data were obtained during a simple
on-off block design experiment in which reading a story in English alternated with viewing
consonant strings every 12–15 sec. The selected voxel shows clear task-related modulation.
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Issues in the development and presentation of stimuli

Basic experimental designs for fMRI

The nature of the BOLD signal, as well as the MRI hardware and the parameters
used for fMRI scanning, impose some constraints on the experimental designs that can be
used for fMRI. fMRI experimental designs fit broadly into two categories: block designs,
and event-related designs. We will describe each of these in more detail below, as well as
their relative advantages and disadvantages.

Block Designs for fMRI. Since the BOLD signal has such a protracted timecourse
(see Figure 1), we cannot easily distinguish the brain activity associated with two different
conditions that occur closer in time than a few seconds. Early fMRI studies all used “block”
designs in which a single type of stimulation or task was performed for approximately 20–
30 sec, alternating with “off” blocks in which a control stimulation/task occurred. The
alternation of conditions was necessary because fMRI is not a quantitative technique — the
absolute values at each voxel are in arbitrary units. Brain activation in fMRI is defined only
by the difference in BOLD signal within a voxel between different conditions. The duration
of each block was chosen to optimize the signal strength. However, such block designs
obviously impose certain constraints on experimental design. For example, it is impossible
to conduct a block-design study in which the order of the stimuli were randomized, and
the objective was to distinguish the BOLD responses to these individual stimuli. This
precluded many psycholinguistic designs, such as priming (since the responses to prime and
target words, typically separated by < 1 sec, could not be distinguished) or the semantic
and syntactic “violation” paradigms common in ERP studies of sentence processing (see
Chapters 2 and 3 of this volume) which are dependent on the violations being somewhat
unpredictable. Eventually, it was demonstrated that it was possible to resolve the BOLD
signal to single events using different approaches, as we will see in the following section.

As an example of a simple block design experiment, let’s say a researcher wanted to
identify brain areas involved in processing the meanings of words. One could present a series
of words to the subject (1 per second) for 30 sec, and then display a black screen for the
next 30 sec, then switch back to word presentation, etc.. Brain areas whose BOLD signal
fluctuated on this same 30 sec cycle could be interpreted as being involved in reading words
and accessing their meaning. However, the most important aspect in fMRI experimental
design is thinking carefully about the two (or more) conditions being contrasted. What
is different between reading words, and seeing a black screen? Certainly, in one case the
subject is receiving linguistic input and in the other s/he is not. However, if we “unpack”
this we realize that a number of neurocognitive processes are involved.

Firstly, we would expect the visual system to respond differentially in the two condi-
tions. In this design we could not distinguish between areas involved in processing meaning
and those involved in low-level visual processing. A preferable design would be to use
some visual control stimulus rather than a blank screen. The best control stimulus will be
matched on all of the non-relevant features of the target stimulus (in this case, words). So
pictures of animals would be a poor visual control, while a series of “false fonts” (letter-like
stimuli) that cover the same average area of the visual field as the real words, and have
the same brightness, would be ideal. However, false fonts may not control other extraneous
factors. For example, real words have a phonological realization that may be automatically
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activated, and the visual word form area shows stronger activation for items that follow
simple vowel-consonant alternations than false fonts or even consonant strings (Dehaene &
L. Cohen, 2011). Thus the real words and false fonts differ in several respects besides mean-
ingfulness. Pronounceable nonwords may be the optimal control stimulus in this study. Of
course, if the pronounceable nonwords are too like real words, they may engage the semantic
system more strongly if it is “tricked” into looking for a match!

Another important consideration is the task. It is generally valuable to give subjects
a task to perform, rather than simply passively viewing stimuli. This way, we can be
confident that subjects were awake and paying attention to the stimuli2, and that across
subjects similar processing occurred. Of course, it is not enough to simply ask subjects to
perform a task, the researcher should collect the behavioral responses, and analyze them.
This way, the fMRI data from subjects who did not perform the task (or not properly) can
be excluded from analysis. Further, it is possible to include behavioral performance as a
covariate in fMRI analysis, since performance can modulate brain activity.

The block design described above is the simplest possible fMRI design: a basic on–off–
on–off. . . sequence, with the contrast between the on and off blocks reflecting the differences
in BOLD signal between the two conditions. One can devise more complex block designs.
For example, in a study of American Sign Language (ASL) we wished to compare brain
activation between three different types of ASL sentences, which varied in their syntactic and
meta-narrative properties (Newman, Supalla, Hauser, Newport, & Bavelier, 2010a, 2010b).
For each condition (type of sentence), we had a number of video clips of someone signing
the sentences (see Figure 7.3). Although we matched the lexical content of the sentences
as much as possible, the sentences differed visually — some had more facial expression
and body movement, they were of differing duration, and included slightly different lexical
items. Thus we included separate control conditions corresponding to each of the three
experimental conditions3 , by digitally overlaying three different movies of the same type
played backwards; pilot testing showed that signers could not understand these. They were
not ideal control stimuli in the sense that they actually contained more visual/biological
motion, facial expression, etc. than the forward ASL sentences. However, these would not
be brain areas related to language processing, but rather to other aspects of processing
that we did not wish to examine anyway. Thus the final experimental design for this study
included seven different types of blocks: the three different ASL sentence types, the three
corresponding control conditions, and “rest” blocks during which a still image of the signer
with his hands at his sides was displayed.

These rest blocks were an important feature of the design, and should be considered for
2A surprising number of people can fall asleep during an MRI scan, in spite of the noise! The repetitive

nature of the noise, combined with the often boring nature of some fMRI tasks, seem to contribute to this.
3Our initial plan was to play the sentences backwards for the control condition. Speech processing studies

often use reversed speech as a control condition, since it contains the same basic spectral-temporal properties
as forward speech but is incomprehensible. However, in our pilot testing using backwards ASL movies, we
found that signers could actually understand most of the sentences, and indeed some did not even realize
that the sentences were reversed. Those subjects commented that the signing seemed “strange”, as if the
signer did not know the language very well, but were still understandable. Interestingly, the pilot fMRI
data collected with these stimuli showed greater activation for reversed than forward ASL sentences in
language-related brain regions such as Broca’s area. This example highlights the importance of thoroughly
pilot-testing stimuli and paradigms, and debriefing subjects afterwards, before running a large number of
subjects.
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Figure 3 . Examples of stimuli used in an fMRI study contrasting different linguistic devices
in American Sign Language (ASL) processing. Videos of three different types of ASL
sentences were presented, in separate blocks: (i) Sentences using word order (WO) to
convey grammatical subject and object roles; (ii) Sentences that included complex ASL
morphology (INFL); and (iii) Sentences that included narrative devices (NAR) including
affective prosody and facial expressions. While lexical and semantic content were closely
matched between the sentence types, each type differed in its visual-spatial properties (most
noticeably in this figure, the facial expression in the NAR condition). Thus we created
control videos for each sentence type by overlaying videos of three different sentences of the
same type, played backward (bWO, bINFL, and bNAR). Each sentence or control block
was 21 sec in duration, and separated from each other block by a 15 sec period in which a
still image of the signer was displayed. These stimuli were used in the studies reported in
Newman et al. (2010a, 2010b).

WO bNAR INFL bWO NAR bINFL

Still Still Still Still Still Still Still
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any block design. Paradoxically, a very well-controlled fMRI block design has an important
shortcoming compared to one that contrasts the “on” condition with a resting baseline
condition. This is the fact that some brain regions actually show a decrease in BOLD signal
during tasks than during rest (Binder et al., 1999; Gusnard & Raichle, 2001), which may
differ between conditions. Thus if one simply contrasts BOLD signal between two well-
matched conditions, it is impossible to know whether differences in a brain area are due to
differences in activation, deactivation relative to a resting baseline, or some combination of
the two, as depicted in Figure 7.4. The patterns shown in Figure 7.4 are not specific to any
particular experiment, however we can illustrate them in terms of a hypothetical experiment
contrasting viewing printed words with consonant strings in a study designed to activate
areas associated with the recognition and understanding of words. Imagine that each of the
graphs, A–E, represents the pattern of activation in a different brain area. In both areas A
and B the subtraction would suggest greater “activation” for words than consonant strings,
however in area B the BOLD signal is actually decreased relative to a neutral baseline
condition (e.g., viewing a simple fixation cross), which would likely entail a rather different
interpretation than the case shown in A, since areas showing the pattern in B do not show
increased BOLD signal for words relative to the fixation cross. Similarly, both areas C and
D would appear to have reduced activation for words relative to consonant strings, but
again the interpretation of these effects would differ if a baseline condition was included in
the experiment. In area E, we see that a subtraction between words and consonant strings
would yield double than the difference in area A, even though the activation in response to
words themselves, relative to baseline, is equivalent in A and B. In most cases, we would
only view brain regions as truly “active” if the BOLD signal increased significantly relative
to both a resting baseline and a well-matched control condition — so only areas A and
E in this example. Thus it is ideal to include both a resting baseline condition, and a
well-matched control condition.

Event-related fMRI designs. Event-related designs were developed to overcome
the constraints of blocked fMRI designs. Buckner et al. (1996) first demonstrated that fMRI
to single trials or events could be resolved if they were spaced far enough apart in time,
a paradigm that was adapted to psycholinguistic designs such as the sentence violation
paradigm (Meyer, Friederici, & von Cramon, 2000; Newman, Pancheva, Ozawa, & Neville,
2001). Later, it was shown that by “jittering” the timing between subsequent events, it
was possible to present stimuli closer together in time than 12–20 sec — if the stimuli are
expected to activate different brain areas (e.g., left vs. right visual cortex), then they can
be separated by less than a second (Dale & Buckner, 1997); if one wishes to discriminate
activity between different stimuli within a brain area, a separation of 4 sec or more may
be required (Glover, 1999; Miezin, Maccotta, Ollinger, Petersen, & Buckner, 2000). The
advantage of jittering the inter-stimulus interval (ISI) can be seen in Figure 7.5. It has
been shown that the BOLD response adds approximately linearly—at least within practical
limits—so that if we assume a fixed shape of the BOLD HRF within a voxel, then the
BOLD response to two events that occur close together in time can be predicted by adding
the HRFs that would be elicited by each individual stimulus, with the second time-shifted
by the delay between the stimuli (Glover, 1999). Thus to find the BOLD response to the
second stimulus, in principle we need only to subtract the expected response to the first
stimulus — a process known mathematically as deconvolution. However, this gets more
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Figure 4 . Issues in interpreting differences between two conditions in an fMRI experiment.
These illustrations demonstrate the importance of including both a well-matched control
task and a more neutral baseline condition in an fMRI study. Adapted from Gusnard and
Raichle (2001).
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complicated since the actual magnitude and timing of the HRF will vary somewhat from
trial to trial. This makes the subtraction more complicated, and ultimately it is impossible
to separate the overlapping BOLD responses to two stimuli that occur close together in
time. However, if the ISI varies across trials, the problem becomes more tractable because
we can use the variance in ISI to help estimate the relative size of the stimuli from different
conditions. Another “trick” can be used if one wishes to separate brain activation for two
components of a trial, such as the stimulus and a subsequent response. Beyond jittering
the interval between stimulus onset and a probe indicating that a response should be made,
one can probe for a response on only a percentage of trials (e.g., 50%); this allows for the
estimation of the response to the stimuli without contamination from the subsequent and
temporally-overlapping response. A detailed discussion of this is found in Henson (2007).

Thus the challenge in event-related fMRI designs is to make optimal use of limited
scan time (i.e., by not including long “dead” periods of no stimulation while waiting for the
HRF to return to baseline, which can also lead to subject boredom), while still being able to
separate the BOLD responses to different trials. Ultimately, the choice between a block and
event-related design will come down to the research question and stimuli/tasks involved. If
the paradigm is amenable to a block design, this should be preferred. Not only are block
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Figure 5 . Different stimulus timeseries convolved with a model HRF, yielding predicted
fMRI BOLD signal. The time course of the transient neural response to the stimuli would be
expected to be similar to the stimulus timeseries itself. The

⊗
symbol indicates convolution,

the operation by which the HRF model is multiplied by the stimulus timeseries to derive
the predicted BOLD response. (a) shows a slow event-related design; events are spaced far
enough apart in time that their HRFs do not overlap. This is however an inefficient use of
scan time and likely very boring for the subject. (b) shows a “fast” event-related design (1
event/4 sec)in which the HRFs overlap so closely that it would be difficult to distinguish
a task-related brain area from one that did not respond at all. (c) shows a jittered event-
related design, using twice as many stimuli as in (a), but with variance in the strength of
the BOLD signal over time due to the variance in inter-stimulus intervals. This represents
the most efficient design of the three, in terms of power to recover stimulus-related BOLD
fluctuation in a fixed amount of time. Reprinted from Henson (2007).
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designs easier to implement, but they are the most “efficient” in terms of the strength of the
contrast relative to the amount of scan time used. Because the HRFs to individual events
summate over time in a block design, the overall strength of the measured BOLD response,
and the relative signal change between different conditions, will tend to be larger in block
than event-related designs. On the other hand, if the paradigm is such that a block design
is likely to lead to adaptation/habituation effects, or the trials have a complex structure,
then an event-related design would be more suitable.

The importance of control conditions

As in all psycholinguistic research, in neuroimaging it is vital to control as many
stimulus factors as possible. For example, the physical properties of the stimuli, such as
brightness on a screen, font size, loudness of acoustic stimuli, etc. need to be matched both
across different experimental conditions, and between these and control conditions. Task
selection is another important consideration. Strategy (how subjects perform a task) may
vary between conditions, and between subjects. It is important to give subjects explicit,
detailed instructions and debrief them after the experiment. It is also important to consider
whether tasks are well-matched between conditions one wishes to compare.

A common error in experimental design is to give subjects a task to perform during the
experimental, but not the control condition. For example, a study investigating semantic
processing might present subjects with line drawings of different animals and objects, and
require subjects to make animacy judgements — after each picture is shown, a question
would appear on the screen asking the subject to press one button if the depicted object is
a living thing, and another button if it is not. The control condition may be well-designed
from a physical perspective, for instance by using scrambled versions of the pictures (created
by breaking each picture up into a grid of small squares and randomly rearranging these,
thus preserving the overall luminance and color distribution. See Figure 7.6 for an example).
However, one cannot perform animacy judgements on scrambled pictures. One option is
to give the subjects no task in the control condition. However then the experimental–
control task contrast would include activation of the motor system, and involve differences
in attention. A second option would be to simply require a button press in response to each
scrambled picture. This would control motor activation,4however if there are two response
options in the experimental condition and only one for the control condition, there is a risk
that the contrast between these conditions will include brain activity related to response
selection being required in one condition and not the other. So it would be preferable to
have subjects choosing responses from the same number of options in each condition. In
our hypothetical experiment, one could achieve this by randomly making the line color in
half of the pictures (both objects and their scrambled equivalents) red, and in the other
half blue. Line color would be irrelevant to performing the animacy task, but in the control
task subjects would indicate by button press whether the lines were red or blue.

Another consideration is to control task difficulty as much as possible. In some cases,
this is not possible — control tasks are often less challenging than experimental tasks.

4Though note that since motor representations in the brain are lateralized, it is important to have
subjects use the same hand for responses in conditions being compared. Otherwise, there will be right motor
cortex activation for the condition that required left hand responses, and left motor cortex activation for
the condition requiring right hand responses.
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Figure 6 . Example stimuli that could be used in an fMRI study in which people are asked
to make animacy (living/non-living) judgements on pictures such as those shown in the
top row. The bottom row shows scrambled versions of each image from the top row; these
could be used as control stimuli because they are equivalent to the objet images in terms of
overall luminance and colour distribution. Line drawings of objects are from Rossion and
Pourtois (2004).

In such cases, at a minimum it is important to report accuracy and reaction times for
each condition and test whether statistically reliable differences were present; ideally if
systematic differences are present they will be included in the fMRI analysis as covariates.
On the other hand, some tasks are quite amenable to matching, such as lexical decision
tasks, where the experimental stimuli are real words and the control stimuli are nonwords.
For example, Vannest, Newport, Newman, and Bavelier (2011) used an event-related fMRI
design incorporating a lexical decision task to investigate the processing of derivational
morphology. However, even in this study subjects’ mean reaction time for each condition
was used as a covariate in the analysis (i.e., factored out) to control for differences in
activation of the motor system that may have been present due to overall differences in
reaction time between different experimental conditions.

A special consideration in SLA research — language proficiency

It is well documented that many second language (L2) learners, especially those who
learned later in childhood or in adulthood, show lower proficiency in their L2 than in their
native language (L1) or when compared to the “average” L1 learner of the target language
(Flege, Yeni-Komshian, & Liu, 1999; Johnson & Newport, 1989). Yet, many neuroimaging
studies comparing L1 with L2 learners have not explicitly measured proficiency, and/or
made only weak attempts to control for this factor (e.g., using proxies for proficiency such as
amount of time spent immersed in the language, rather than explicitly measuring proficiency
using a standardized test). Thus it is difficult to know whether any observed differences
in brain activation between L1 and L2 learners are due to the effects of the age and/or
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environment of acquisition, or simply due to L2 learners having to work harder to perform
the task. If the latter, one might expect to see a similar relationship between brain activation
and proficiency among L1 learners and L2 learners, albeit over different ranges of proficiency.

There are several possible solutions. Matching proficiency between groups is not ideal,
since in a study of “average” L2 learners one would likely need a control group of native
speakers who had lower-than-average proficiency, which might be caused by mitigating
factors that otherwise affect brain activity. A second approach is to titrate the task difficulty
to each group, or even to each individual. This is less than ideal because brain activation
may differ with the items used, and by the number of trials presented per unit time. A
preferable approach is to use a consistent task, items, and experimental parameters while
ensuring through pilot testing that L2 speakers can perform the task with an acceptable
degree of accuracy. Then, proficiency in the target language (the language being used for
the fMRI task) is measured and included in the analysis as a covariate in an ANCOVA
approach, or as a continuous variable in a general linear mixed-effects approach to fMRI
analysis.

It is important that the proficiency measure not show ceiling effects among native
speakers. Many standardized language tests are designed primarily to detect significant
deficits (such as aphasia or developmental disorders), and do not show a range of proficiency
among people with language abilities in the normal range. In order to be able to properly
regress proficiency on fMRI activation, it is critical to have variance among proficiency scores
in L1 learners so that the relationship between proficiency and brain activation can be seen in
native speakers. Without this, it is impossible to determine whether proficiency modulates
brain activity similarly in L2 and L1 learners. This is also a problem with self-reported
levels of proficiency, since virtually all native speakers will report maximum proficiency. In
English, we and others (Newman, Tremblay, Nichols, Neville, & Ullman, 2012; Pakulak
& Neville, 2010; Weber-Fox, Davis, & Cuadrado, 2003) have found the Test of Adult and
Adolescent Language—3 (Hammill, Brown, Larsen, & Wiederholt, 1994) useful for these
purposes, particularly as it has separate measures for vocabulary and grammar, as well as
for reading, listening, speaking, and writing. The Peabody Picture Vocabulary Test (D. M.
Dunn & L. M. Dunn, 2007) is a widely-used and standardized measure of vocabulary, with
the added advantage that a standardized version is also available in French (the Échelle de
vocabulaire en images Peabody; L. M. Dunn & Theriault-Whalen, 1993) if one happens to be
studying English-French bilinguals. This list is hardly meant to be exhaustive, and certainly
other standardized tests will be found for other languages. It is generally preferable to use
a standardized test so that one has norms of performance on an age group comparable to
the subject population. Of course, for some languages such standardized tests may not be
available. In these cases it would be valuable to develop and refine the test on groups of
native speakers and L2 learners of the language to ensure that it will demonstrate a range
of proficiency levels in both groups.

A final point of note is to strongly discourage binarization of subjects into groups such
as “high” and “low” proficiency. Firstly, if these are based on a median split of proficiency
scores, the difference between “high” and “low” will be arbitrary and sample-dependent.
This is of particular concern in neuroimaging studies since the number of participants per
group tends to be lower than in some other types of research. Even if there were some
agreement as to what constituted “high” vs. “low” on some test, dichotomization of a
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continuous measure has can reduce the statistical power of the analysis by as much as
30% (J. Cohen, 1983; Maccallum, Zhang, Preacher, & Rucker, 2002; Maxwell & Delaney,
1993). While the implementation of the statistical analysis might be somewhat simpler
with dichotomized data, the additional effort involved in including continuous proficiency
measures can be quite worthwhile. For details on the use of linear mixed effects modelling
to analyze neuroimaging data with proficiency as a continuous predictor, see (Newman,
Tremblay, et al., 2012).

Experimental complexity and signal-to-noise

Language is a very complex system, and words and sentences vary along a large
number of dimensions. Thus is is common in psycholinguistics to perform complex regression
analyses in which the contributions of a large number of such variables are assessed (Baayen,
2008). The researcher coming to fMRI research may wish to use this this same fine-grained
level of coding in order to determine how each variable affects brain activation. While this
may be attempted, it is best to design relatively simple fMRI experiments, whose analysis
centers primarily around a limited set of levels of a limited set of variables. This is especially
true when one is first embarking on fMRI research, as one quickly learns that there are many
new challenges to master before ever getting to the results!

Another reason to limit the detail of stimulus coding is that while the signal-to-
noise ratio of fMRI is relatively good, it is generally necessary to have repeated trials of
the same category of stimulus in order to find a statistically reliable effect (particularly for
contrasts between closely-matched experimental and control conditions). While the number
of trials required varies as a function of the size of the effect and the noise in the data, it is
advisable to have at least 20–30 trials per condition in an event-related design(Huettel &
McCarthy, 2001), and several blocks of at least 20 sec each in a block design. Thus designs
are necessarily limited to those for which one can find the requisite number of items that all
fit a particular category. While in principle some of these limitations could be overcome by
using large sample sizes (e.g., 100 subjects), the cost and logistics of doing so are typically
prohibitive.

Limitations imposed by the MRI environment

fMRI uses a strong magnetic field that is on all the time. This field is so strong
that a ferromagnetic metallic item such as a paperclip or an oxygen tank may be drawn
into the center of the scanner at dangerous speeds. Metal implanted inside peoples’ bodies,
particularly their heads, can cause problems. While some kinds of implanted metal are
not safe in an MRI scanner, since they could move or heat up and cause tissue damage,
many kinds of implants are safe for conventional MRI scans (purely structural scans that
might be ordered by a doctor for medical purposes). However, some of these “MR safe”
metals are not compatible with fMRI scanning because of the unique demands placed on
the MRI hardware by fMRI. These concerns about implanted metal are unlikely to affect
study design (though they preclude studies of certain populations, such as cochlear implant
users), but are vital considerations in subject recruitment and screening.

The strong magnetic field also precludes bringing most standard stimulus presentation
or response collection equipment into the scanner room. Ferromagnetic material in a device



FUNCTIONAL MAGNETIC RESONANCE IMAGING 16

could lead to it becoming a projectile hazard. Further, even non-magnetic equipment can
cause distortions of the magnetic field. Some non-ferromagnetic metals placed near the head
may cause signal dropout in nearby brain areas due to magnetic “susceptibility” effects. As
well, electrical current flowing through wires will produced electromagnetic fields that may
introduce noise into the fMRI measurements. For example, most audio headphones cannot
be used in an fMRI study because electrical current flowing through wires, as well as the
electronics in the speakers themselves, will distort the MRI signal. Electrical cables and
other wires should not normally be run directly into the MRI room because they can act as
antennae that carry electromagnetic noise into the shielded MRI room. Rather, connections
must be made through a “patch panel” or radio frequency filters in the wall of the MRI
room, and it is often the case that the patch panel does not have available the particular
type of connector required by the researcher.

Fortunately, there are numerous “MR-compatible” products available on the market
for audio, visual, and somatosensory stimulus presentation, manual response collection, and
eyetracking. Such devices typically use either carefully shielded electronics, or non-electronic
solutions such as fiber optic or air conduction. Generally the cost of these is significantly
higher than non-MR-compatible alternatives. An ideal situation is that the MRI scanner
is set up as a research site, with the necessary equipment in place and shared between
different research groups. It is important to choose equipment based on its functionality,
MR-compatibility, durability, and ease of setup. Many a research scan has failed due to
broken or missing parts, or other “technical difficulties”. Experiments may need to be
designed around available hardware, or necessitate considerable money and time to be
invested to solve the technical hurdles involved in obtaining and adapting new hardware to
the MRI environment.

Visual Stimulation. For visual presentation a common setup involves an LCD
projector located outside the MRI room, aimed through a tube in the wall (a “wave guide”
designed to eliminate radio frequency interference through its combination of length and
diameter) and projected onto a screen placed in the MRI bore. Other options include
shielded projectors inside the MRI room, or goggles or small screens placed in the scanner
bore close to the subject’s eyes. Eyeglasses cannot be worn inside the MRI scanner so with
a projector and screen setup, subjects will either have to wear contact lenses, or a set of
MRI-compatible glasses with a range of interchangeable corrective lenses can be purchased.
This is an important consideration in subject recruitment and screening.

Auditory Stimulation. Another hardware-related limitation is acoustic noise.
Having an MRI scan has been likened to being in a machine gun nest — when scanning
the scanner makes noises that can be as loud as 90 dB. Ensuring that subjects can hear
acoustic stimuli may thus be a challenge. MRI-compatible headphones typically provide
significant acoustic dampening (perhaps 30–40 dB), and noise-cancelling headphones can
provide further attenuation. In many applications these solutions may be sufficient — if
the stimuli are clearly audible, the background noise will be constant across conditions that
the researcher wishes to compare. However, in other cases is may be necessary to present
acoustic stimuli without scanner noise. One solution to this is to use “sparse” scanning
(Hall et al., 1999). In this paradigm the time between each fMRI acquisition is increased,
so rather than using a typical 2 sec repetition time, one might use 3 sec or more, though
the scanning (and consequent noise) still only takes 2 sec. By synchronizing the stimulus
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presentation software with the scanner, auditory stimuli can be presented in the silent 1 sec
periods between scans. This technique takes advantage of the sluggishness of the BOLD
response — the fMRI signal in response to the auditory stimulus will occur several seconds
after the stimulus was actually presented.

Speech Production. Speech production in the MRI scanner can also pose prob-
lems. Head motion in general is problematic for fMRI — movements of mere millimeters can
lead to dramatic artifacts in the data. — and speaking necessarily involves some movement
of the head. As well, the complex changes occurring in the vocal tract during speech pro-
duction change the magnetic field of the head, which is very sensitive to whether any given
point in space is occupied by air or tissue, and which type of tissue. Thus speaking during
an fMRI scan can lead to artifacts in the data, which may be particularly prominent around
the orbitofrontal cortex (the base of the frontal lobe) and even extending into Broca’s area.
However, many fMRI studies involving speech production have been published. In general,
it has been found that as long as subjects are given clear instructions to keep their heads as
still as possible, and make the minimum movements necessary to speak, then the fMRI data
are quite usable (Bavelier et al., 2008). Nevertheless it is always important to examine the
output from motion correction procedures during data preprocessing (see below). Another
approach is to simply require subjects to “think” about saying the words without actually
saying them. Covert production has been shown to reliably activate virtually all of the
same brain areas involved in actual speech, with the exception of primary motor cortex .

Another complication is that because the scanner is so loud, it is impossible to rely on
a conventional (MRI-compatible) microphone to record speech in the scanner. A low-tech
approach to dealing with this is to attach a long flexible tube near the subject’s mouth,
with the other end running out of the scanner to the ear of an experimenter sitting close
by, who then writes down the words (the experimenter must wear earplugs to protect from
the scanner noise). We have used this effectively in the past (Bavelier et al., 2008). A
more high-tech (and consequently more expensive) approach is to use a noise-cancelling
microphone built for the MRI environment.

Scoring, data analysis, and reporting results

Preprocessing of fMRI data

Prior to statistical analysis, it is necessary to “preprocess” fMRI data, which includes
a number of signal processing steps that will account for various artifacts and sources of
noise in the data, leading to much more robust analyses. These include motion correction,
spatial smoothing, temporal filtering, removal of non-brain tissues. A detailed description
of fMRI preprocessing is well beyond the scope of this chapter, however there are numerous
excellent resources available, some of which are listed at the end of this chapter. Here we
focus on the one step of preprocessing that is arguably the most important to understand
— how to “normalize” the shape of individual brains to allow cross-subject comparisons.

Spatial normalization. Because everyone’s brain is a different size and shape, we
cannot simply overlay two brains and expect to have the same anatomical areas lineup.
One solution to this is to trace out a particular anatomical region of interest (ROI) on the
brain of each subject (e.g., the IFG, or Broca’s area), then compute the number of active
voxels per subject. This approach is however extremely time-consuming, and suffers from a
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fundamental problem: the functional organization of the brain does not necessarily respect
gross anatomical landmarks. Thus a “blob” of activation in an fMRI study might cut across
two such ROIs. The alternative approach is spatial normalization, in which the size and
shape of each subject’s brain is adjusted to match a standard, “template” brain.

The problem of standardization across brains was addressed for neurosurgeons by
Talairach and Tournoux (1988), whose method involved segmenting the brain into a set
of rectangular cubes after first defining the horizontal plane as the line passing through
the anterior and posterior commisures (two small white matter bundles connecting the
two cerebral hemispheres), then scaling each cube to match their template brain. For their
template they used the brain of a deceased elderly woman, which had been fixed in formalin.
As MRI neuroimaging evolved, improved algorithms were developed that automatize the
normalization process. Linear registration algorithms will shift, rotate, and adjust the size
of each subject’s brain to match the template. These do not match the shape of each
individual gyrus or sulcus of the brain, but rather its overall size and shape. Nonlinear
algorithms go further to account for these “local” differences between brains, and improve
the overall quality of the matching between subject and template. An alternative method is
to align major sulci with the template as a starting point for subsequent linear or nonlinear
registration (Fischl, Sereno, & Dale, 1999).

In the process of developing these automated image registration algorithms, the neu-
roimaging community realized that most neuroimaging studies are performed on a variety
of healthy young adults whose brains are still in vivo, rather than a single, elderly, pickled
brain in a jar. Thus a template has been developed, largely through the Montreal Neuro-
logical Institute (MNI), based on the average of several hundred healthy young brains. The
Talairach and Tournoux brain served as the reference for the normalization of the initial
MNI template, however the coordinate systems are not identical (because in matching the
overall size and shape of the average healthy brain to that of the original template brain, not
all internal structures were in the same relative positions). This is important to remember
because some software still uses the Talairach transformation and coordinates, but looking
up the same 3 dimensional coordinates in the two template brains may result in different
anatomical labels.

Having a standard coordinate system is valuable because it gives researchers a com-
mon language in which to refer to localization of brain activation, just as latitude and longi-
tude allow anyone with a GPS system to arrive at the same geographic location. However,
there is some danger in taking these coordinates too seriously. Normalization algorithms
are not “perfect”, and cannot guarantee that their results will be entirely consistent across
the brains of individuals. As well, there may be systematic differences between different
normalization algorithms. Thus while location coordinates are typically reported to the
nearest millimeter, one should not take too seriously differences between studies of a few
mm. Further, even if the gross sulcal and gyral anatomy were perfectly aligned across indi-
viduals, this would not guarantee perfect alignment of these people’s functional anatomy.
The cellular microstructure (cytoarchitectonics) of cell types, densities, and connectivity
patterns across the layers of the cerebral cortex varies across the brain, and the relationship
between gross anatomical landmarks and the underlying cytoarchitectonics is not consis-
tent across subjects (Amunts et al., 1999; Rademacher et al., 2001). Work is underway to
develop a probabilistic map of the cortex indicating the likelihood with which a particular



FUNCTIONAL MAGNETIC RESONANCE IMAGING 19

voxel is in a particular cytoarchitectonic region(Eickhoff et al., 2007).

Statistical analysis

Statistical analysis of MRI typically follows a multi-level approach. At the first level,
the data from each individual run are analyzed, to determine the size of the effects of each
independent variable. This is often done using a multiple regression approach, in which the
expected height of the BOLD response is specified for each volume (time point) in the data,
and the time course of each voxel in the image is tested to determine how well it correlates
with this model. This is shown for a simple block design in Figure 7.7. At the second
level of the analysis, one may combine runs within each subject. This simplifies group-level
analysis by reducing the data contributed by each subject, although the investigator should
consider whether s/he wishes to have the within-subject variance between runs included
in the group level analysis. At the highest level of analysis, data from all subjects in
the study are included in a group-level (or even between-group) analysis. These analyses
typically follow the structure of typical mixed-effects ANOVAs5, with subjects treated as
random effects and the experimentally-manipulated independent variables as fixed effects.
The output of each of these analyses is a statistical parametric map (SPM), a 3D volume
with a statistical value at each voxel (e.g., regression coefficients, z, F, or p values)6.

Thus the general structuring of fMRI statistical analysis is not too different from what
the investigator may be familiar with from other domains. One of the biggest differences
between fMRI and other domains is that the analyses aremassively univariate — rather than
performing one or a handful of statistical tests, as one might with reaction time data, we are
testing the model at every voxel in the brain. Given a typical fMRI dataset of perhaps 30
slices, each with 64 × 64 voxels per slice, we would perform 122,880 statistical tests. Besides
being computationally intensive, this large number of multiple comparisons guarantees that
a certain proportion of the voxels will have p values that exceed a conventional threshold
of significance, such as .01. Indeed, p < .01 on a dataset this size would be expected to
yield 1,228 voxels above threshold, purely by chance. A common solution for the multiple
comparison problem in other domains is the Bonferroni correction, in which one divides
the desired p value by the number of tests being performed. Thus in this case to achieve
a nominal p threshold of .01 across the entire image, we would need to accept only voxels
whose p value was less than 8.13 x 10-8! This is however overly conservative. Firstly, it
is common to include only voxels within the brain in the analysis. Further, the data from
adjacent voxels are expected to be correlated, both because of the inherent smoothness of the
BOLD response, and the spatial smoothing applied during preprocessing. The Bonferroni
correction however assumes that each statistical test is independent of every other one.
Alternative methods of correction have been developed, including the false discovery rate
(FDR), which adjusts the threshold for significance based on the distribution of statistical
values in the particular dataset (Genovese, Lazar, & Nichols, 2002). Another approach first
thresholds the statistical map at a specified p value (e.g., < .01), then applies a correction

5Technically, many packages now use linear mixed effects modelling rather than ANOVA, but the con-
ceptual structuring of the analysis is similar.

6One of the most widely-used analysis packages is also called SPM, but the output of any software package
is an SPM.
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for cluster size by estimating the probability of finding a cluster of adjacent, supra-threshold
voxels by chance given the inherent smoothness of the dataset (Worsley, 2001).

Functional Connectivity Analysis — Moving Beyond Neo-Phrenology.
Neuroimaging research has been accused of being a “neo-phrenological” science, in which
the ultimate goal is simply to associate particular brain areas with particular cognitive
functions. Although the voxel-by-voxel, and cluster-by-cluster, approach can be argued to
provide much more than this, it does have limitations. In response to these, additional
approaches to analysis have been developed. One is functional connectivity, which essen-
tially looks at correlations between different brain areas, and how these are modulated by
experimental manipulations. Functional connectivity should not be confused with struc-
tural connectivity — two brain regions may be functionally connected, in that they show
correlated BOLD signal, without having direct white matter connections between them.
Their interaction may, for example, be mediated through an intermediate brain region, or
they may both receive correlated input from a third brain area (e.g., two cortical areas
might both be modulated by thalamic input). Functional connectivity studies can be useful
in characterizing how different parts of a network interact under different task or stimulus
conditions. For example, Dodel et al. (2005) examined how correlations between a network
of 41 brain regions changed between word and sentence production tasks, as well as between
English and French versions of the tasks, in bilinguals. Dodel et al. (2005) found stronger
functional connectivity during sentence production between a number of regions, particu-
larly between the left IFG and numerous other areas. The language in which tasks were
performed also modulated functional connectivity within the network, with all differences
showing stronger correlations between brain regions when subjects were performing the task
in their L2, English. Thus even though certain brain areas, such as the left IFG, were active
in multiple tasks, the manner in which this brain region interacted with other areas was
modulated by the task conditions.

Reporting results

Poldrack et al. (2008) have published guidelines for reporting an fMRI study, which
will serve as an excellent starting point in this regard. The complexity of fMRI data lend
themselves strongly to visual representations of the data, and these should be used to
augment the text. Given the high costs of fMRI scanning, it is rarely the case that an
experiment is repeated several times in the same laboratory, and in recent years there has
been an increasing awareness of the value of meta-analyses of neuroimaging data (Kober
& Wager, 2010; Turkeltaub, Eden, Jones, & Zeffiro, 2002). Reporting data thoroughly
and systematically thus not only conveys the complex information to readers effectively,
but contributes to the ongoing body of knowledge in the field, and future discoveries by
facilitating meta-analyses.

An exemplary study

As an example of an fMRI study of bilinguals we will examine Saur et al. (2009). The
goal of this study was to compare the brain areas involved in sentence processing among
highly proficient early and late bilinguals. Saur et a. included three groups of French-
German bilinguals (12 subjects/group): those who had learned both language before the
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Figure 7 . Sample fMRI timecourse from a block-design study (yellow), with the best-fit
linear regression model superimposed (purple). The model was a square wave having a
value of 0 during “off” blocks and 1 during “on” blocks, convolved with the HRF shown in
Figure 7.1.
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age of 3 (2L1); native French speakers who learned German in mid-childhood (mean age
16 years) (L2G); and native German speakers who learned French in mid-childhood (mean
14 years) (L2F). All subjects were given standardized L2 proficiency tests in both French
and German. A expected, both late bilingual groups were more proficient in their L1 (both
groups scoring around 98% correct) but both were still quite proficient in their L2 (around
85% correct in both groups). The 2L1 group were more proficient in German (95%) than
French (85%), likely because they lived in Germany; nevertheless their French proficiency
was on a par with the L2F group. As noted above, having these proficiency scores is valuable
for interpreting the fMRI data — we can be assured that all subjects were reasonably fluent
in both languages, and in particular the L2F and 2L1 groups are very closely-matched on
proficiency while varying in age of acquisition.

The stimuli were French and German sentences. Half of these were grammatical, and
half ungrammatical. Grammaticality was crossed with subject-verb word order; half of each
sentence type were SV, e.g.:

Peter(S) kommt(V) spät von der Arbeit. (German)
Natalie(S) travaille(V) á Paris ce soir. (French)

and other half VS, e.g.:

Wann kommt(V ) Peter(S) von der Arbeit? (German)
Où travaille(V) Natalie(S) ce soir? (French)

This manipulation was of interest because in French, the VS order is more marked (in-
volving greater grammatical complexity, e.g., in the example when it is achieved through a
movement operation) than in German, where it is more common for the subject to follow
the verb. Thus it was expected that while late bilinguals would show stronger brain acti-
vation during grammatical processing in their L2 than their L1, this effect was predicted
to be more pronounced for the VS sentences in the native French/late German speakers.
Based on previous work, Saur et al. predicted this pattern of results in the left IFG, as well
as overall greater activation within areas associated with language processing for L2 than
L1, in late bilinguals.

Saur et al. used an event-related fMRI design. The study consisted of 8 scanning
runs per subject, each roughly 5 min long. A given run contained only French or Ger-
man sentences, with the order of runs pseudo-randomized such that no more than two runs
in the same language occurred in sequence. Within each run, 10 sentences of each cate-
gory (grammatical/ungrammatical × SV/VS) were presented, with the order of sentences
pseudo-randomized. The sentences were presented aurally through MR-compatible head-
phones, and after each subjects had make grammaticality judgements after each sentence
by pressing a button on an MR-compatible response pad (held in their left hand, to prevent
activation of left motor cortex that would occur with right-handed manual responses, po-
tentially contaminating left-lateralized language processing activity). The sentences were of
variable length (1.4 – 3.1 sec), with jittered ISIs (2.9 – 4.6 sec) and 8 longer “null” events.
This timing allowed for accurate estimation of the HRF to the individual stimuli without
the need for very long ISIs, as discussed above. Because the researchers were interested in
grammatical processing, a grammaticality judgement task was an appropriate way to ensure
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Figure 8 . Statistical parametric maps showing fMRI activation for each language condition,
in each group, from Saur et al. (2009). Areas in red survived statistical thresholding of t >
4.53, or p < .05, corrected for multiple comparisons. The images surrounded by red frames
are the contrasts showing greater activation in each group’s later-learned L2 relative to their
earlier-learned L1.

that subjects were processing the grammatical content of the sentences. This, combined
with a desire to examine brain activation only for grammatical sentences in some contrasts,
necessitated an event-related rather than a block design.

The results supported Saur et al.’s predictions. As seen in Figure 8, in both late L2
groups there was greater activation in the left IFG and inferior temporal lobe for their L2
than their L1 (panels identified with red outlines). These occurred in the context of other
activations that did not appear to be common across the two groups’ L2s. However, it is
difficult to “eyeball” what is common to the two group. Thus Saur et al. (2009) employed
a conjunction analysis. These are common in fMRI studies, and refer to the practice of
identifying regions that are commonly activated across two different contrasts. In this case,
Saur et al. used conjunction to identify brain regions that showed both significantly greater
activation for German than French in the L2G group, and significantly greater activation for
French than German in the L2F group. As seen in Figure 7.9, this revealed greater activation
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Figure 9 . Conjunction analysis from Saur et al. (2009), showing brain regions that were sig-
nificantly more activated during L2 than L1 processing in both late-learning L2 groups (L2F
— native German speakers with French as their L2, and L2G — native French speakers
with German as the L2). Each panel shows activation pattens across groups and languages
within a specific region of interest (ROI): (A) left IFG, pars opercularis; (B) pars trian-
gularis; (C) head of the right caudate nucleus of the basal ganglia; and (D) left inferior
temporal gyrus. The centre of each ROI is marked in each set of brain images with a red
crosshair.



FUNCTIONAL MAGNETIC RESONANCE IMAGING 25

for L2 than L1 in the left IFG (pars opercularis and pars triangularis of the IFG were
identified as separate clusters within the IFG) and inferior temporal lobe, as suggested by
our visual inspection, as well as the right caudate nucleus (which was not visible in the lateral
views of the brain shown in Figure 7.8). It should be noted that while L2 > L1 activation
maps shown in Figure 7.8 were generated for each group using correction for multiple
comparisons (cluster size correction), for the conjunction analysis a more liberal threshold
of p < .001, uncorrected for multiple tests, was used. This more liberal threshold was likely
used to help increase the overlap among areas. One may debate whether such uncorrected
results should be reported, but given that in this case the conjunction was between maps
derived from two independent groups of subjects, it is reasonable to expect that variability
in brain organization combined with a degree of inaccuracy in spatial normalization might
result in functionally similar areas being slightly offset from each other.

Pros and cons of using the method

Functional MRI has many strengths, including widespread availability, relative ease of
use, good signal-to-noise ratio, the often intuitive nature of data interpretation (brain area
X is involved in task Y ), and ultimately the power of the technique to observe the living
brain at work. However, accessibility and ease of use can make it just as easy to do badly-
designed research as high quality work. As well, many analysis software packages are so
well-engineered that a novice with little understanding can move data through the software
and generate images of “something”, that are ultimately flawed. It is thus incumbent on
researchers to learn as much as possible about the technique and analysis methods, rather
than a “plug and pray” approach. New researchers should avail themselves of the help of
colleagues, and the many excellent courses that are offered each year around the world on
fMRI techniques and data analysis with specific software packages (these can be found by
viewing the web sites of the Organization for Human Brain Mapping and analysis package
developers such as SPM and FSL).

It should also be noted that even if one has a scanner that is capable of fMRI, there
are many other technical hurdles to surmount before the first fMRI study can be run. These
include determining the best pulse sequence (basically the “program” that the scanner runs
to acquire data of a certain type), the appropriate parameters to use (the Methods sections
of papers using a similar scanner can be used as a starting point, but one should consult
with experts in this regard), how data can be moved off the scanner, and of course all
the issues with stimulus presentation and response collection noted above. If one is lucky
enough to conduct research at a facility where others are already doing fMRI work, then
one will benefit from these people’s experiences. However, if starting “from scratch” the
researcher should expect a relatively slow and painful process to get the operation up and
running. It is generally advisable that, if sufficient funding is available, one should opt
for “turnkey” fMRI-compatible systems rather than attempting to re-invent the wheel and
build things from scratch. Even with systems built for fMRI research, there will be plenty of
technical complications and so anything that the researcher can do to simplify the process
and benefit from the experience of others should be used to full advantage.

A drawback to fMRI is that it is very expensive, typically costing hundreds of dollars
per hour and requiring about an hour or more per subject for data collection. Thus in
the larger perspective, one must ask if fMRI really gives the best “bang for the buck”



FUNCTIONAL MAGNETIC RESONANCE IMAGING 26

compared with lower-cost techniques. Blind “fishing expeditions” are unlikely to generate
impactful or even informative data. Researchers should design their experiments around
solid neuroanatomical hypotheses. Another consequence of the expense of fMRI scanning
is that extensive pilot testing of the experimental paradigms is important, both before ever
taking them to the MRI scanner, and then with the MRI, prior to “real” data collection. It
is important to ensure that expected behavioural effects can obtained in the fMRI paradigm.

The biggest strength of fMRI is that it provides a level of neuroanatomical precision
that is almost impossible to achieve with any other noninvasive technique. Perhaps its
closest competitor in this regard is MEG, and MEG does have some advantages. For
example, MEG is silent, and has fewer contraindications concerning implanted metal and
devices (though there are some). MEG also offers far superior temporal resolution, since
it is measuring the magnetic correlates of brain electrical activity directly. However, while
MEG source localization algorithms can yield high accuracy, their accuracy varies with
neural location, and their ability to resolve or differentiate between very close regions is
more limited. MEG is also typically similar in cost to fMRI, and overall at the time of this
writing the software tools for MEG analysis are not as polished and easy to use as those
for fMRI. This can potentially add complexity and time to the research cycle unless the
necessary technical and analytical support is in place. Thus when the research question
centers around a question of functional neuroanatomy fMRI, is the ideal tool.

Another advantage of fMRI is that, in spite of the limitations imposed by the scanning
environment, the method is quite flexible with regard to the types of stimuli that can be
used. One can use visual and/or auditory stimuli (indeed, Braille reading has even been
studied, using embossed paper (Sadato et al., 1996), including printed text, auditory stimuli,
and movies. Not all methods for studying language processing have this degree of flexibility.

Suggested readings

A number of excellent books on the fMRI technique have been published. These will
provide more extended coverage of the topics described here, as well as many others beyond
the scope of this chapter. These books include:

Friston, K. J., Ashburner, J. T., Kiebel, S. J., Nichols, T. E., & Penny, W.
D. (2006). Statistical Parametric Mapping: The Analysis of Functional Brain
Images. London: Academic Press.
Huettel, S. A., Song, A. W., & McCarthy, G. (2009). Functional Magnetic
Resonance Imaging (2nd ed.). Sunderland, MA: Sinauer Associates, Inc.
Poldrack, R. A., Mumford, J. A., & Nichols, T. E. (2011). Handbook of func-
tional MRI data analysis. New York: Cambridge University Press.

As well, there are numerous free and commercial software packages available for data pre-
processing and analysis. Most of these have websites with extensive documentation and
tutorials. While the software packages differ somewhat in the algorithms they offer, most
packages are quite suitable for most experimental designs. The websites of the following
packages are readily available through any Web search engine:

Analysis of Functional Neuroimages (AFNI)
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FMRIB’s Software Library (FSL)

FreeSurfer

Statistical Parametric Mapping (SPM)

Brain Voyager (a commercial package)

Discussion and Practice

Discussion questions

1. Which would be the best experimental design for the following psycholinguistic
studies? In framing your answer consider the relative merits of block as opposed to event-
related fMRI designs.

2. A semantic priming task in which a series of individual words are presented, some
of which are semantically related to the preceding word in the series.

3. Contrasting naming vs. performing animacy judgements on pictures of objects.
4. Identify the problems that a researcher might face, and possible solutions, in at-

tempting to study the neural bases of categorical perception of phonemes in which a series
of sounds are presented that vary continuously along some phonetic continuum (e.g., voice
onset time varies between pa, ba, and ga) and participants are required to identify what
syllable was heard.

5. fMRI is a powerful neuroimaging technique. However, there are a number of lim-
itations in terms of both what we can and can’t measure, and how we interpret the data.
Discuss these issues, and identify experimental questions and/or designs for which ERP
might be a preferable technique.

6. Why can’t BOLD fMRI signals be used to directly compare the intensity of neural
activity between two different regions of an individual’s brain?

7. Korbinian Brodmann (1909) published a map of the human cerebral cortex based
on cytoarchitecture (the types of cells and their arrangement in different regions of the
cortex). The locations of fMRI activations are often reported in terms of Brodmann’s areas
This is typically done based on either visual comparison with Brodmann’s original drawings
or with the Talairach atlas. Explain why this approach has serious limitations and how these
can be (and are being) overcome.

Suggested Research Projects

Because fMRI scanning tends to cost hundreds of dollars per hour, and experiments
can be technically challenging to set up, it is generally difficult to collect data just to “play
with”. However, most of the analysis software packages listed in the previous section also
make sample data available on their websites, along with tutorials guiding one through the
design of the studies and analysis of the data. These are a highly recommended first step
in designing and analyzing fMRI studies. Further, it is relatively easy to use a tool such as
FEAT in the FSL software package to model the expected BOLD response of a stimulus time
series. Thus one can design a stimulus sequence for a proposed fMRI design (e.g., derived
from one of the discussion questions above) and use FEAT to visualize the expected fMRI
response., or compare such responses between different candidate experimental designs.
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